ABSTRACT
The recent development of the V.34 m o d e m standard permits full-duplex transmission a t rates u p t o 33 6 kb/s in the ordinary general
switched telephone n e t w o r k (GSTN). This article briefly describes t h e technologies t h a t are used t o make these dramatically increased
b i t rates possible. This n e w high-speed m o d e m enables various n e w multimedia
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nternational Telecommunications Union - Telecommunications Standardization Sector (IT’U-T) Recommendation V.34 [l] is a new standard for full-duplex data
transmission over the general switched telephone network
(GSTN) at bit rates up to 28.8 kb/s (recently extended to 33.6
kb/s). The standard was completed in the summer of 1994,
aiid V.34-compliant modems were introduced by many vendors shortly thereafter. V.34 modems have quickly become
low-priced consumer products, and are rapidly displacing 14.4
kb/s V.32bis [2] modems (1990) in popular applications such
as remote access to corporate networks, on-line services, and
the Internet.
The dramatically increased bit rates of V.34 modems, combined with recent advances in digital voice coding which provide near toll quality at rates of the order of 8 kb/s or less,
and similar advances in very-low-bit-rate video coding which
provide acceptable video quality for certain applications at
rates below 20 kbls, allow the simultaneous transmission of
voice, data, and video over ordinary voice-grade GSTN lines.
These advances have recently led to the development of new
multimedia modem standards such as H.324 and V.70,
described elsewhere in this issue.
This article provides a brief overview of the technology
embodied in the V.34 standard. For more comprehensive
treatments the reader may consult recent digital communications textbooks a n d I E E E Tvansactions p a p e r s ,
although often the best references a r e t h e actual standards contributions.
The V.34 standard incorporates proposals from many contributors, and represents the state of the art of digital transmission over bandlimited channels. Indeed, the technology in
V.34 is superior to that proposed by any single company, and
in that sense V.34 may be regarded as a triumph of the standards process.

ENTAL PHILOSOPHY: ADAPTlVlTY
ne of the key factors contributing to the development of
V.34 is the general upgrading of the GSTN throughout
the world. On most connections today, the transmission mediuin is almost entirely digital, with a fairly short analog local
loop connecting the subscriber at each end to this medium via
a digital central office. The principal impairments encoun-

28

0163-6804/96/$05.00
0 1996 IEEE

tered on most intracontinental c
tion noise in the %bit p-law or A-law pulse code modulation
(PCM) conversion and the bandlimiting to about 3700 Hz by
linear anti-aliasing and interpolation filters. The signal-tonoise ratio (SNR) on such a good dig
of the order of 34-38 dB.
O n the other hand, the GSTN a1
other types of carrier facilities, which
transmission characteristi
example, on intercontinental
connections the use of ad
lation (ADPCM) at 32

encoders/decoders (codecs) that s
of less than 3200 Hz at an SNR
common use.
More generally, older analog car
has lower usable bandwidth and SNR
less than 3000 Hz of bandwidth at an SNR of 24-28 dB, and
are also susceptible to other impairments such as frequency
offset, phase jitter, hits, and dropouts.
Consequently, the fundamental design philosophy of V.34
involves not only the latest modu
echnology but also a
es, intelligence, and
much higher level of optional ca
adaptivity than in V.32bis or previous modem standards, in
order to make the best use of these various types of connections. Both of these advances depend on the availability of
inexpensive, programmable digital signal processing.
A V.34 transmitter and receiver jointly agree during initial
startup on the bandwidth and bit rate to be used, as well as
whether to use various modulation options that are specified
in the V.34 standard, and the parameters of these options.
The result of this design philosophy i s that a V.34 modem
is a “best-effort” modem: it will transmit at as high a bit rate
as possible, given the characteristics of the actual connection
and the capabilities implemented in a particular modem. The
percentage of lines over which a given bit rate such as 28.8
kbls is actually achieved is then a statistical question, which
we address at the end of this article.
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ported at a reasonably low bit error probability
such as 105-10-6.During data transmission, there
are mechanisms for falling forward or back in bit
rate according to the observed apparent error
rate. The bit rates in the two directions of transmission may be different when both modems
have the ability to support asymmetric bit rates.

TRELLIS
CODING
W Table 1. Symbol rates and cairierfrequencies in V 34.

ADAPTIVE
BANDWIDTH
h e single most significant factor contributing t o t h e
T
increased bit rates of V.34 is the use of the maximum possible bandwidth permitted by the channel.
Like all previous high-speed modem standards, V.34 uses
quadrature amplitude modulation (QAM), in which the two
components of a two-dimensional symbol are amplitude-modulated on in-phase and quadrature sinusoidal carriers at a
common carrier frequency. The nominal Nyquist bandwidth is
therefore equal to the symbol rate in Hertz, and the center of
the band is at the carrier frequency.
In earlier modem standards such as V.32bis, the nominal
bandwidth (symbol rate) was fixed at 2400 Hz with a fixed
carrier frequency of 1800 Hz, resulting in a nominal transmission band of 600-3000 Hz. In V.34, however, the bandwidth
and carrier frequency are both adaptive, with a maximum
bandwidth of about 3429 Hz.
For example, at a rate of 8 b/s/Hz (8 bits per QAM symbol), a symbol rate of 2400 translates to a bit rate of 19,200
b/s, whereas a symbol rate of 3429 Hz translates to 27,429 b/s.
Thus, at high bit rates there is a very large payoff from using
the greatest possible bandwidth.
There are six symbol rates specified in V.34: 2400, 2743,
2800, 3000,3200, and 3429 Hz. Of these, the three rates 2400,
3000, and 3200 are required in all V.34-compliant modems,
while the remaining three are optional (although most modem
manufacturers appear to have implemented 3429 Hz). These
symbol rates are all of the form (aib) x 2400 Hz, where a and
b are small integers (see Table 1).
For each possible symbol rate S, one or two carrier frequencies of the form (c/d)S are specified, in Table 1.
The symbol rate and carrier frequency are chosen during
initial training. T h e transmitter sends a “line probing”
sequence that generates a set of tones across the maximum
possible band so that the signal-to-noise ratio can be measured as a function of frequency. The symbol rate and carrier
frequency are then selected according to the results of this
probing and the available symbol rates.

ADAPTIVE
BIT RATES
or consistency with earlier modem standards and to avoid
F
excessive rate granularity, V.34 supports bit rates that are
integer multiples of 2.4 kb/s, initially up to 28.8 kb/s (12 x
2400) and more recently up to 33.6 kb/s (14 x 2400).
Thus, the bit rate is usually not equal to an integer number
of bits per symbol. (For example, 33.6 kb/s at a symbol rate of
3429 requires the transmission of 8.4 b/symbol.) A mapping
technique involving a large “superframe” is used to accommodate all possible combinations of bit rate and symbol rate.
The bit rate is selected during training, according to the
receiver’s estimate of the maximum bit rate that can be sup-
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ne of the principal innovations in the V.32
9.6 kb/s modem standard (1984) was the use
of trellis-coded modulation (TCM). At that time
TCM was new, and a simple eight-state twodimensional (2-D) trellis code was selected. This code, due to
Wei [3], achieved an effective coding gain of about 3.6 dB.
Almost all of the trellis codes proposed for V.34 were fourdimensional (4-D) codes. 4-D codes have a smaller constellation expansion, which helps against certain non-Gaussian
impairments, such as unequalized intersymbol interference
(ISI). Also, certain 4-D codes have very good coding gains for
their complexity. In particular, the 16-state 4-D trellis code of
Wei [4] has an effective coding gain of about 4.2 dB, or 0.6 dB
better than the V.32 code, with about the same decoding complexity. This code was used in all hardware prototypes for
which performance results were submitted during standardization, and was eventually adopted for V.34.
Two additional, more powerful trellis codes were included
in V.34 as further options: a 32-state 4-D code due to Williams
[ 5 ] ,with an effective coding gain of about 4.5 dB, and a 64state 4-D code, due again to Wei [6], with an effective coding
gain of about 4.7 dB. The 32-state 4-D code involves a novel
4-D lattice partition, and is probably the nicest new code to
come out of V.34 development. The 64-state 4-D code is a
variant of Wei’s original 64-state 4-D code [4], which was
redesigned by Wei after Rossin et al. [7] discovered a flaw in
the original code.
A V.34 transmitter is required to support all three encoders
(since encoding is simple); however, a V.34 receiver may support whichever code(s) it likes.
In view of the relatively small returns in coding gain versus
decoding complexity of more complex codes, it may be questioned why all three codes were included. The answer has to
do partly with the relatively trivial cost in hardware of including multiple encoders, partly with the increased immunity of
the more complex codes to impairments other than Gaussian
noise, and partly with the dynamics of the standards process.

0

SHAPING VIA SHELL

MAPPING

nother advance since V.32 has been the recognition that
there is a modest but not insignificant gain in forming signal constellations in high-dimensional spaces to minimize
average signal power, quite independent of coding gain. This
so-called shaping gain can never be greater than a factor of
ne/6 (1.53 dB); however, it is not difficult to achieve shaping
gains on the order of 1 dB.
Regulatory restrictions limit the average power of the
signal transmitted on a telephone line. By minimizing average signal power, shaping maximizes the noise margin subject to these restrictions, at t h e cost of a larger QAM
constellation and an increased peak-to-average ratio (PAR),
which can lead to greater susceptibility to nonlinear impairments. The optimum shape in theory is a sphere in a high
number of dimensions, but spherical constellations are difficult to implement and yield excessive constellation expansion and PAR.
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After consideration of several shaping methods, a technique called shell mapping was eventually included in V.34.
Shell mapping, which has been developed by many authors
[8-121, is an algorithmic method of achieving near-spherical
constellation shaping in a high number of dimensions with
bounded QAM constellation expansion. V.34 specifies shell
mapping in 16 dimensions with QAM constellation expansion
limited to about 25 percent, which yields a shaping gain of
about 0.8 dB. It also includes a shaping option with essentially
no constellation expansion, which still achieves a shaping gain
of about 0.2 dB.
The mapping algorithm also supports any integer number of bits per 16 dimensions (8 QAM symbols) up to a
certain maximum, which in combination with appropriate
framing and switching supports all t h e combinations of
symbol rates and bit rates specified in V.34. V.34 uses nested signal constellations which can be generated easily as a
subset of a single QAM superconstellation of 960 points,
consisting of the 240 points shown in Fig. 1 and their rotations by go”, 180”, and 270”. The recent increase of t h e
maximum V.34 bit rate to 33.6 kbis was accomplished simply by increasing the maximum constellation size to 1664
points.
Finally, V.34 also includes an option called “nonlinear
encoding,” which is designed to combat PCM quantization
noise and nonlinear distortion [13]. These impairments typically cause larger perturbations in the higher-energy signal
points, usually radially. If nonlinear encoding IS enabled, a
memosyless nonlinearity increases the distance between outer
signal points at the cost of a slight decrease in distance
between inner points.

11 pievious high-spe
A
tive linear equalizers in the receiver to
these modems, the transmission band is confine

CO

spot” of 2400 Hz or less in which it is known
channel attenuation will not be too severe.
In contrast, in V.34
available bandwidth, including frequencies near the band
edges where there can be attenuation of as much as 10-20 dB.
In such a situation it is well known that linear equalizers
(which essentially invert the channel frequency response)
cause significant “noise enhancement.”
It is also well known that a decision-feedback equalizer
(DFE) is well suited to such channels. However, it is not possible to combine coding with a DFE straightforwardly because
decision feedback requires immediate decisions, whereas coding inherently involves decoding delay. The solution to this
problem involves putting the feedback part of the DFE into
the transmitter. Techniques of this type, which were devised
many years ago for uncoded transmission by Tomlinson and
Harashima [14-161, are called “equalization via precoding” or
simply “precoding .”
In the course of the V.34 development, a series of alternative forms of precoding were developed, each superior to its
predecessor [17-221. This development was an outstanding
example of different contributors building on each others’
work to develop a series of improvements that none would
likely have arrived at individually.
The V.34 standard provides for a simple three-tap precoding filter (representing the “feedback filter” in a DFE) whose
coefficients are determined during
initial training by the receiver ana
sent to the transmitter. The “feedforward filter” in the DFE IS realized as an adaptive linear equalizer
in t h e receiver and continues to
adapt during data transmission.
To combat nonlinear impairments, V.34 also provides for
optional transmitter pre-emphasis,
which tends to reduce the signal
level when the signal reaches the
nonlinearity, and thereby to reduce
the distortion seen by the receiver
in situations where the nonlinearity
is after the channel filter. V.34 also
allows the receiver to request the
transmitter to reduce the transmit
power below its maximum allowed
level to reduce the effect of nonlinearities.

V.34 TRANSMITTER
e now give an overview of the
W
connections between th
various elements in a V.34 transmitter, as illustrated in Fig. 2.

W Figure 1 . V.34 quarter-superconstellation with 240 signal points. The full superconstellation

is obtained by rotating these points by O’, 90°, 180°, and 270”.
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certain number of bits per QAM
symbol (e.g., 9 in this case). If shaping is selected, the QAM constellation expansion is 75 percent over
the constellation required to sup-
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from the decoded data in the receiver by a simple feedbackfree operation, so error propagation is limited.
After precoding, the sequence x(n) may be optionally
further modified by a nonlinear encoder to counter the
effects of nonlinear distortion. The resulting sequence
x’(n) is typically filtered by a pulse-shaping filter, which,
depending on the selections made by the receiver, may
simply be a standard square-root-of-Nyquist filter with
no spectral shaping, or a filter that provides pre-emphasis according to one of five spectral shapes defined in
V.34. The output of the pulse-shaping filter is then modulated at the selected carrier frequency and power level
for transmission over the telephone line.
Figure 2. K34 transmitter.

START-UP AND OPERATING PROCEDURES

port uncoded transmission, 50 percent due to trellis coding
and 25 percent to shaping. For 9 b/symbol, for example, an
896-point signal constellation is required rather than the 512point constellation required with no coding.
To implement shell mapping for this case, the signal constellation is partitioned into 14 equal-sized concentric rings of
64 points each. The encoder collects incoming user bits in
frames of 72 bits over 8 symbol periods. Of these, 28 user bits
are used by the shell mapper, which selects one of the 14 rings
for each of the 8 QAM symbols in the frame; the rings are
chosen so that the 16-dimensional signal point lies in a quasispherical 16-D region. The remaining 44 user bits, together
with 4 coded bits generated by the trellis encoder, are then
used 6 at a time to select one of the 64 transmitted signal
points u(n) in each selected ring. Some of the user bits are
differentially encoded to ensure that the system is rotationally
invariant.
The precoder and the trellis encoder are connected in a
novel feedback arrangement, shown in Fig. 2. The current
output of the trellis encoder determines the entire set of valid
4-D signal point pairs that may be selected by the precoder;
the precoder selects one such 4-D pair, and the encoder then
deduces the encoder state transition corresponding to that
pair, thus determining its next state.
This arrangement minimizes the “dither” d(n) = x(n) u ( n ) that needs to be added to the signal point u ( n ) by the
precoder to generate the transmitted signal point x(n). The
dither sequence is selected so that after transmission through
a channel with known linear distortion, the output sequence is
equal to a valid trellis-coded sequence plus noise, and therefore can be decoded by a standard trellis decoder. The precoder minimizes the average transmitted power subject to this
constraint, and ensures that the input data may be recovered
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ecommendation V.34 specifies both duplex and halfR
duplex operating procedures. Duplex operation is for
typical simultaneous two-way data applications, while halfduplex operation (one direction at a time) is primarily for facsimile. Duplex operating procedures include startup, retrain,
rate renegotiation, and cleardown. Half-duplex operating procedures include both primary and control channel startup,
resynchronization, and retrains.
We shall discuss only duplex startup procedures in detail in
this article. The half-duplex startup procedures are similar.
All operating procedures are designed to work well both
under error-free conditions and in the presence of errors. The
goal is to minimize startup time in the absence of errors,
while providing slower but robust error recovery mechanisms
to cope with errors.
V.34 duplex startup consists of four phases. Figure 3 is a
simplified illustration of this sequence.
Phase 1, the network interaction phase, is based on Recommendation V.8 [23]. Its purposes are to disable network
echo suppressors and cancellers, to provide for limited terminal selection between modem, fax, videotex, and text telephony, to provide for an improved “automoding” procedure over
that in V.32bis (i.e., to determine the V-series modem recommendation used by the remote modem), and to allow network
circuit multiplication equipment (CME) to switch in demodulation-remodulation (demod/remod) facilities; such facilities
are used today for facsimile on international circuits in order
to save bandwidth.
In order to allow for a V.8-capable calling modem to be
able to differentiate between a V.8-capable answering modem
and an older modem, while not causing existing equipment to
malfunction, the normal 2100 Hz answer tone is modulated
with a distinctive 15 Hz sine wave with a 20 percent modulation index.

Multitone INFO,

PPflRFS

TRN

MP

Data

‘FRN

MP

Data

Figure 3.Simplified duplex startup sequence.
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Recommendation V.8bis, recently approved by the ITU,
improves over V.8. particularly in multimedia applications, by
allowing a call to start in the regular voice mode and then
smoothly transition into a voice-and-data or video mode.
Phase 2, the ranging and probing phase, consists of an initial information exchange (INFOo), ranging and probing
sequences, and a second information exchange (INFO1). The
information exchanges use 600 bitis frequency-division multiplexed (FDM) differential phase shift keying (DPSK) modulation at carrier frequencies of 1200 Hz and 2400 Hz.
INFO0 is used to convey capability information such as
which optional symbol rates are supported, regulatory bandwidth restrictions, and maximum allowed asymmetry of the
transmit and receive symbol rates.
Ranging uses phase reversals during tone transmission to
determine the round-trip delay of the connection for proper
placement of the modem’s far-end echo canceller taps.
Probing is used to determine the channel characteristics.
The probing signal consists of a set of tones of equal amplitude spaced 150 Hz apart at frequencies from 150 Hz to
3750 Hz. This signal may be used to measure the amount of
amplitude distortion across the band, the SNR across the
band, and the frequency offset for a given channel. Tones at
900, 1200, 1800, and 2400 Hz are omitted to allow for the
measurement of the level of intermodulation distortion
products. The probing signal is transmitted first at 6 dB
above the nominal power level and then at t h e nominal
power level. This permits the measurement of overall nonlinearity, which in turn can be used to determine the amount
of power reduction that a modem requests of a far-end
transmitter.
INFO1 is used to convey the results of probing measurements in terms of projected maximum bit rate, and to select
the symbol rate, carrier frequency, pre-emphasis filter, and a
range of power reduction to be used by each modem. INFO1
also indicates the duration of the optional Phase 3 echo-canceller training sequence.
Phase 3, the equalizer and echo-canceller half-duplex training phase, consists of a series of signals transmitted first by
the answering modem and then by the calling modem. Each
series consists of an optional manufacturer-defined echo-canceller training signal, a short periodic sequence for fast equalizer training, a sequence of scrambled binary 1s for fine
tuning of the equalizer and echo canceller, and a repeating
16-bit scrambled sequence indicating the constellation size
that will be used during Phase 4 of the startup procedure.
These scrambled sequences are transmitted using a four-point
constellation. The repeating 16-bit scrambled sequence continues until interrupted by reception of a tone from the
remote modem indicating that its receiver has completed
equalizer training.
Phase 4, the final duplex training phase, consists of a
sequence of scrambled binary 1s and a modulation parameter
exchange, following which the selected modulation features
and options are enabled. The sequence of scrambled binary 1s
uses either a 4- or 16-point QAM constellation and is used to
train precoder coefficients and fine-tune the equalizer and
echo canceller. If a 16-point constellation is used, measurements of nonlinear distortion may also be made, which may
be used to decide whether or not to invoke the nonlinear
encoding option.
The modulation parameter exchange is used to indicate the
final inodein bit rates (based on duplex performance measurements), exchange the precoder coefficients to be used by each
modem, select the trellis encoder and the degree of nonlinear
encoding and shaping to be used by each modem, and indicate the capability to use a 200 b/s auxiliary channel. The
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modulation parameter exchange is terminated by a welldefined marker, after which all of the selected modulation
features are immediately enab
data commences.
The total startup time for
round-trip delays to
about 10 s, but may vary from
13 s plus 12 round-trip delays,
Either modem may initiate a retrain during duplex data
mode. There are two types : long retrain, starting at Phase 2
of duplex startup, and short retrain/rate renegotiation, starting
startup. The short
a t the beginning of Phase 4 of d
retrain is typically used to change
tes (up or down) or
resynchronize the receiver without performing a full retr ‘
The long retrain is typically used when a short retrain
failed, or a modem wishes to change its symbol rate or carrier
frequency, or needs to retrain its echo canceller.

EWF

TIN

he technologies used in V.34 were selected on the basis
of their ability to expand the percentage of connections
er which high bit rates could be achieved on the actual
GSTN.
It was understood that traditional measurements of bit
error probability as a function of SNR on a linear Gaussian
channel could not be the whole story of predicting actual
GSTN performance. Therefore, a statistical model of actual
transmission facilities and loops was developed to evaluate
V.34 technologies [24]. This novel approach was based in
large part on available GSTN survey data in the United States
for the likelihood of occurrence of certain impairments as a
function of transmission facility type [25] and the likelihood of
occurrence of local loops [26]. This 1984 data base was updated using 1989 Federal Communications Commission (FCC)
petition filings [27]detailing the percentages of types of
switches installed in the U.S. GSTN and projections of future
installations up to 1994.
The performance evaluation criterion was r
gle percentage score representing the network
(NMC). This criterion has proved to be a reasonably accurate
predictor of how a given V.34 modem will operate in the real
GSTN, and has been widely adopted by laboratories that perform V.34 modem evaluations. It has also been embodied in
the U.S. standard Telecommunications Industry Association
(TIA) TSB-37A in the United States and the intern
ITU-T Recommendation V.56bis [28].
The V.56bis test suite is a network model compris
connection types in total, based on 7 local loop combinations
and 24 end-office-to-end-office combinations. All combinations are weighted based on their likelihood of occurrence
(LOO) in the network. The NMC is the total LOO for which
a specified block error rate (BLER) can be achieved. The
behavior of NMC as a function of BLER can be used as a
more realistic replacement for the traditional waterfall curves
of BLER versus SNR for ideal Gaussian channels, although of
course the amount of testing required to develop these numbers is much greater.
In practice, different V.34 i
ferent bit rates on t h e same
which options are implement
mented. It thus becomes rather di
answer to the question, “How fast
go?” Experience indicates a rate of 2
can be achieved
over the majority of lines in North
Japan, and 24 kbis over practically all lines except for intercontinental links with ADPCM, where 16.8 or 19.2 ltbis is
often the practical limit.

-
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WHAT'S

NEXTFOR MODEMS?

ome say that "V.fast = V.last" - V.34 is the ul
S
modem standard. History tells us this is not likely to be the
case. Some modem manufacturers have recently announced
plans to develop super-high-speed modems that can operate
at rates well above 33.6 kbls. The technical concept behind
these new modems is described by Humblet and Troulis in
this issue [29]. With the growing popularity of multimedia
applications and the Internet, modem engineers will continue
to seek ways to extend the life of voiceband modems.
A project to develop an enhanced version of V.34 is now
underway in the ITU-T. This work could lead to faster startup
and the possibility of seamless rate switching, which are
important enhancements for the multimedia applications discussed in this issue. Other features will surely be added over
time.
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